Annotated Stata Output
Initailizing the Salary Dataset
October 16, 2002, Page 6 of 6

#### Biost 517: Applied Biostatistics I

#### Emerson, Fall 2002

#### Annotated Stata Log File: Initializing the Salary Dataset

#### October 16, 2002

#### In this file I demonstrate how a dataset might be initialized

#### in order to be able to analyze string variables more easily

#### and to increase readability of output.
#### Comments edited into the log file produced by Stata are

#### on the lines that start with the four ‘#’ signs and are

#### printed in italics.
#### The Stata commands are put in bold face.
#### Stata output is displayed in regular typeface in blue.
#### Open log file to save commands and results
. log using initsalary.log

--------------------------------------------------------------------------------

       log:  C:\sse\teach\Datasets\initsalary.log

  log type:  text

 opened on:  16 Oct 2002, 06:09:13

#### Increase memory to be able to handle the large data file
. set memory 24m

(24576k)

#### Read in data: The infile command was typed all on one line

#### Note that I had to indicate that the variables denoting sex, degree, field, and

#### rank were character strings. I named these variables differently than I eventually

#### wanted them to be named, because when I “encode” the variables I have to supply

#### a new variable name.
. infile case id str8 sex str8 deg yrdeg str8 fld startyr year str8 rnk admin salary using salary.txt

'case' cannot be read as a number for case[1]

'id' cannot be read as a number for id[1]

'yrdeg' cannot be read as a number for yrdeg[1]

'startyr' cannot be read as a number for startyr[1]

'year' cannot be read as a number for year[1]

'admin' cannot be read as a number for admin[1]

'salary' cannot be read as a number for salary[1]

(19793 observations read)

#### The above messages told me that missing data was created for the very first

#### line of the dataset (the “[1]” tells me it is the first line) for several

#### variables. This is due to the text labels for each column in the data file.

#### To verify that I do not want this line, I ask Stata to print out the first

#### row of data.
. list in 1

Observation 1

        case            .          id            .         sex       gender

         deg          deg       yrdeg            .         fld        field

     startyr            .        year            .         rnk         rank

       admin            .      salary            .

#### We see that the first line has 7 missing values (indicated by “.”) for the

#### numeric variables, and the string variables are just the labels. I want

#### to drop this row from the dataset.
. drop in 1

(1 observation deleted)

#### FORMATING THE VARIABLE MEASURING SEX
#### I now want to change the variable measuring each faculty member’s sex into

#### a numeric variable. As there are only two levels for this variable, I choose

#### to represent it as an indicator variable. Because my interest is in looking

#### at how female salaries differ from male salaries, I choose to create a variable

#### in which the reference group (the group coded as 0) will be males, and

#### the females will be indicated by the variable. I name the variable “female”

#### so I can remember this fact.
. g female=0

. replace female=1 if sex=="F"

(3926 real changes made)

#### To increase the readability of the output, I define labels to be printed

#### in place of the values 0 and 1. I first create a variable “MF” associating

#### the label “Male” with 0 and “Female” with 1.

. label define MF 0 Male 1 Female

#### I then tell Stata to use the labels stored in MF whenever printing information

#### related to the values of the variable “female”.

. label values female MF

#### I drop the variable “sex” from my dataset, because I would rather use the

#### new variable “female”

. drop sex

#### FORMATING THE VARIABLE MEASURING HIGHEST DEGREE
#### Highest degree is an unordered categorical variable. There is no particular
#### reason to assign one numeric value to the variable rather than another.

#### (Indeed, one could question the need to assign any numeric value to it at

#### all, but there are some functions that want to use numbers.) 

#### The easiest way to have a numeric representation for Stata to use, but still

#### have the original labels for the categories is to use the “encode” command.
. encode deg, g(degree)

#### After executing the above command, the variable “degree” actually contains

#### numbers. The number 1 was assigned to the first value of “deg” in alphabetical

#### order, 2 for the second, etc. We can see this if I ask Stata to summarize the

#### values in “degree” in strata defined by the original string variable “deg”.

#### We see, for instance, that when “deg” is “Other”, all values of “degree” are 1.

#### Note also that there are only the three desired levels for “deg”. That is, there

#### are no missing values. (A missing value would have been read in as a string,

#### so I would have had to tell Stata which string values meant “missing”.)

. sort deg

. by deg: summ degree

_______________________________________________________________________________

-> deg = Other

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

      degree |    1640           1          0          1          1

_______________________________________________________________________________

-> deg = PhD

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

      degree |   16806           2          0          2          2

_______________________________________________________________________________

-> deg = Prof

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

      degree |    1346           3          0          3          3

#### I now drop variable “deg”, because I will use “degree” instead.
. drop deg

#### FORMATING THE VARIABLE MEASURING FIELD
#### Field is also an unordered categorical variable. There is no particular

#### reason to assign one numeric value to the variable rather than another.

#### (Indeed, one could question the need to assign any numeric value to it at

#### all, but there are some functions that want to use numbers.) 

#### The easiest way to have a numeric representation for Stata to use, but still

#### have the original labels for the categories is to use the “encode” command.

#### Again, the coding will be in alphabetical order.
. encode fld, g(field)

#### I examine the values of the variable “field” to make sure there are no

#### values that I would want to recode as “missing”. Everything is okay here.
. table field

----------------------

    field |      Freq.

----------+-----------

     Arts |      2,840

    Other |     13,143

     Prof |      3,809

----------------------

. drop fld

#### FORMATING THE VARIABLE MEASURING RANK
#### Rank is an ordered categorical variable. When coding this numerically

#### I want assistant professors to be the lowest number, and full professors

#### to be the highest number. Luckily, the way the strings were entered,

#### that ordering does correspond to alphabetical order, so I can just

#### use encode. (If that were not the case, I would have gone through

#### a process much like I did with sex, but I would have had to use two

#### “replace” commands.

. encode rnk, g(rank)

#### I examine the values of the variable “rank” to make sure there are no

#### values that I would want to recode as “missing. I find that four cases

#### have the value “NA” which indicates an unknown value. Because the encode

#### command would represent those values as 4 (NA comes fourth in alphabetical

#### order), I need to change those values to missing (entered as a period “.”).
. table rank

----------------------

     rank |      Freq.

----------+-----------

   Assist |      4,048

    Assoc |      6,529

     Full |      9,211

       NA |          4

----------------------

. replace rank=. if rnk=="NA"

(4 real changes made, 4 to missing)

#### Verifying that everything is now okay: I want there only to be three nonmissing

#### levels, and I want the value for assistants to be less than the value for

#### associates which should be less than the value for full professors.

#### The following shows this to be the case.

. table rank

----------------------

     rank |      Freq.

----------+-----------

   Assist |      4,048

    Assoc |      6,529

     Full |      9,211

----------------------

. sort rnk

. by rnk: summ rank

_______________________________________________________________________________

-> rnk = Assist

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

        rank |    4048           1          0          1          1

_______________________________________________________________________________

-> rnk = Assoc

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

        rank |    6529           2          0          2          2

_______________________________________________________________________________

-> rnk = Full

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

        rank |    9211           3          0          3          3

_______________________________________________________________________________

-> rnk = NA

    Variable |     Obs        Mean   Std. Dev.       Min        Max

-------------+-----------------------------------------------------

        rank |       0

. drop rnk

#### FORMATING THE VARIABLE MEASURING ADMINISTRATIVE DUTIES
#### Administrative duties is a binary variable, and it was already represented

#### as an indicator variable. So I need not recode anything. But I might as

#### well define labels to make output a little more readable.

#### So I first define a variable “adminlbl” associating the value 0 with the

#### label “Nonadmin” and the value 1 with the label “Admin”. I then

#### associate the variable “admin” with those labels.

. label define adminlbl 0 Nonadmin 1 Admin

. label values admin adminlbl

#### I now have a dataset containing the following variables.

. describe

Contains data

  obs:        19,792                          

 vars:            11                          

 size:       950,016 (96.1% of memory free)

-------------------------------------------------------------------------------

              storage  display     value

variable name   type   format      label      variable label

-------------------------------------------------------------------------------

case            float  %9.0g                  

id              float  %9.0g                  

yrdeg           float  %9.0g                  

startyr         float  %9.0g                  

year            float  %9.0g                  

admin           float  %9.0g       adminlbl   

salary          float  %9.0g                  

female          float  %9.0g       MF         

degree          long   %8.0g       degree     

field           long   %8.0g       field      

rank            long   %8.0g       rank       

-------------------------------------------------------------------------------

Sorted by:  

     Note:  dataset has changed since last saved

#### So that I do not have to go through all of this again (we will continue
#### to use this dataset throughout Biost 517 and Biost 518), I save the

#### file as a Stata dataset. From now on, I will be able to access this

#### data using the Stata command “use salary”.
. save salary

file salary.dta saved

#### And now I am done, so I close the log file.
. log close

       log:  C:\sse\teach\Datasets\initsalary.log

  log type:  text

 closed on:  16 Oct 2002, 06:14:56

--------------------------------------------------------------------------------
